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Abstract
The DICIT project 1 is introduced, presenting major goals and the applicative
scenarios (interactive TV and home surveillance). A general overview of the ar-
chitecture is given; the involved technologies comprise acoustic echo cancellation,
distant-talking speech recognition, advanced natural language understanding and
dialogue management. In particular, issues related to the understanding system
and the design of the dialogue are analyzed. A discussion about envisaged metrics
for on-�eld performance evaluation concludes the paper.

1 The DICIT project: an introduction

The DICIT project focuses on the development of advanced acoustic sensor based
technologies and the related application to the smart-homeenvironment. The
main objective of the project is an automatic voice interaction system with the
speaker at a distance of some meters from a set of microphones. Voice input
operates as a complementary modality to the remote control (RC), allowing users
to control an interactive TV system in a natural and 
exible w ay.

According to recent studies2 (Berglund, 2004) on human-machine interfaces,
augmenting remote control devices with speech represents an important oppor-
tunity worth investigation. During the last few years, new d evices have been
introduced in the market, which integrate remote control and speech recognition
to control a SetTopBox (STB) platform. However, the use of these devices is not
easy as the set of allowable commands is quite restrictive, the system is trained to
work with a single, speci�c user and the maximum user-devicedistance to obtain

1This research work is supported by the IST EU FP6 IST-034624 p rogram
(http://dicit.fbk.eu). The consortium comprises Fondazi one Bruno Kessler (I), Alpikom (I),
Amuser (I), Elektrobit Automotive (D), Fracarro Radioindu strie (I), Friedrich-Alexander Uni-
versitaet Erlangen-Nuernberg (D), IBM (CZ).

2Note that several voice-enabled remote-control were intro duced in the market during the last
�ve years; some products are reported in a Market Study avail able in the DICIT web site.
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acceptable recognition performance is rather short. In theDICIT system, micro-
phones are placed near the TV. Due to the interference of other coexisting active
sound sources (e.g. loudspeakers, other talkers or noise sources) and the e�ect of
room acoustics, both the processing and the understanding of vocal messages be-
comes more problematic as compared to the ideal situation, that of a close-talking
microphone. Under these circumstances, the realization ofthe DICIT prototype
system requires getting over technological gaps pertaining to the processing and
the interpretation of signals captured by the microphone network.

One of the ambitious aspects of the project concerns integration between spo-
ken commands and manual remote control: all functionalities will be available in
both modalities, thus giving to the user a feeling of 
exible and unconstrained use
of the system. The system will be able to understand the user's request and carry
out the corresponding operation or, alternatively, to interact in a cooperative man-
ner with the user (e.g., by asking for clari�cation, more details or by providing hints
about possible options). The dialogue with the system will be carried out allowing
interchangeability between spoken commands and use of the remote control. A
progressively increasing complexity of language will be adopted as the project ad-
vances (with larger vocabulary and variety of sentences recognized and understood
by the system). At the �nal stage we can think of a system capable of understand-
ing as complex requests asWhat cartoon movies are scheduled for tomorrow
afternoon or what science programs are available on BBC tomorrow .

Finally, it is planned to investigate advanced techniques for the detection and
classi�cation of acoustic events, in particular concerning undesired intrusions (e.g.,
a window being crashed, an object falling, a speaker not corresponding to any
authorized person in a given environment, etc.).

The remainder of this paper is organized as follows: Section2 gives an overview
of the foreseen system architecture, Sections 3 discusses issues with developing
the Natural Language Understanding models for this system and 4 discuss some
relevant aspects in the design of an e�ective interactive system. We conclude the
paper with an outlook on the methods we plan to adopt for an assessment of the
prototype.

2 Challenges and foreseen system

Several scienti�c/technological challenges will be tackled within DICIT. Many of
them can be related with the crucial problem of modi�cations encountered by
acoustic waves propagating from the sound source (e.g. the speaker) to each
microphone, and to the consequent e�ect of such modi�cations on performance
of a speech recognition system or, more generally, of a system for acoustic event
interpretation. State of the art in this area is still comple tely missing e�ective
solutions. For example, one of tasks of DICIT concerns the so-called acoustic
scene analysis. The goal is to get a system capable of automatically detecting how
many speakers (or in general how many acoustic sources) are active at a given
instant, who is speaking and where, what is he/she saying. All this should work
even when the TV itself is di�using its audio in the room, independently of the
volume and the content of the sound reproduced by the loudspeakers.
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Figure 1 : Block diagram of the �rst prototype of the DICIT system.

A block diagram of the prototype is depicted in Figure 1: for the technical
issues mentioned above the acoustic front-end components were implemented in a
�rst PC platform which will feed in to a second PC running the s peech recognizer as
well as all the other processes pertaining to the multi-modal interaction between
users and system. The acoustic front-end includes: a beamforming unit that
exploits the spatial distribution of sources and interferers in order to attenuate
the latter ones; a two-channel Acoustic Echo Cancellation (AEC) which uses the
information from the available loudspeaker signals to suppress the residual acoustic
feedback from the loudspeakers within the beamformer output signal; a Speaker
localization (Sloc) module in charge with determining the position of the currently
active speaker in order to determine the direction of the beamforming; a Smart
Speech Filtering (SSF) module aiming to process the continuous pre-processed
audio stream and other information coming from the SLoc and AEC modules in
order to provide the Automatic Speech Recognizer (ASR) withspeech chunks to be
processed and discard any non-speech event, including background noise and other
possible interferences. After the classi�cation process,the SSF sends the speech
chunks to the ASR. The ASR engine is speaker-independent, itsupports both
small and large vocabularies, and its Acoustic Models (AM) are trained in order
to optimize recognition performance given the distant-talking voice characteristics
as well as the typical noisy and reverberant conditions of the addressed scenario.

The description of the speech processing and recognition modules being outside
the scope of this paper, the next sections address in more detail the Natural
Language Understanding and the Spoken Dialogue Managementcomponents.
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3 Natural Language System

In order to recognize and process natural language commandsor requests, the
speech understanding system consists of two components.

The Language Modelguides the speech recognizer to generate (word) hypothe-
ses that make sense linguistically. Language models are either based on grammars
or n-gram language models (Statistical Language Model { SLM); the DICIT pro-
totype employs a combination of a Statistical Language Model and grammars.
The statistical modeling provided by IBM is based on trigrams, allowing in addi-
tion to embedgrammars into the stream of words. For example, the phraseGo to
channel ten it is modeled asgo to CHANNELNUM, where CHANNELNUMrepresents
an Embedded Grammar or Named Entity consisting of expressions like channel
ten , channel number two hundred, station number three . By modeling the
sentences in this way, less training data is needed. Anotheradvantage is that the
IBM speech recognizer allows for embedded grammars to be updated on-the-
y
and reloaded into the language model at runtime, dynamically matching the state
of the application. For example, the CHANNELNAMEgrammar may be changed at
runtime to match the channel names returned by the STB, or canbe adjusted to
only list (or weight more heavily) the channel names displayed on the screen.

The Natural Understanding Model (NLU) model takes a sequence of words pro-
duced by the speech recognizer and determines what the word sequence means.
IBM employs a statistical modeling approach, called the Multi-level Action Clas-
si�er (MAC). The MAC takes as input a classedsentence (i.e. a sentence where
embedded grammar phrases have been replaced by corresponding embedded gram-
mar names). The MAC model then predicts the most likely action or interpreta-
tion implied by the sentence. Consider the following examples: I want to watch
CHANNELNAME, make it louder and set volume to NUMBER. The MAC model
needs to determine the intent of these requests from variouspossible intents such as
requests to change the volume, change the channel, switch toElectronic Program
Guide (EPG), etc. The �rst example is straight-forward and w ould be identi�ed
as a request to change the channel. The next two requests are more involved as
volume requests could be to increase, decrease or set volumeto a speci�c level. A
�rst model determines the requests to be dealing with changing the volume, and
then a second model determines if it deals with increasing, decreasing or setting
the volume. This type of hierarchical modeling and repeatedprocessing of a sen-
tence in hierarchical fashion is carried out until the full extent of the meaning of
each sentence is determined. This is called Multi-level Action Classi�cation and
the combined set of models is called the MAC model. The MAC model looks like
a tree and is processed at run-time in a top-down fashion, as described in the
example. For the DICIT prototype system, thousands of textual training data
was collected from users to cover various aspects of the application, tagged for the
SLM and MAC and models were developed.

Another important aspect of the NLU system is the processingand manage-
ment of EPG data. EPG data can be obtained from the STB or from the Internet.
Relevant content from this data is used to populate various embedded grammars
of the language model { for example channel names, program names, genres etc.
The raw data from the EPG needs to be normalized and convertedinto robust
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Figure 2 : Example of multi-modal dialogue.

grammars for recognition.

4 Multi-modal Dialogue Management

The DICIT dialogue system has two modes of operation {TV-mode and INFO-
mode. For a naive user, the system behaves as much as possible as a regular
TV/STB: pressing a button on the RC makes the TV/STB to react a ccordingly
(TV-mode). The second mode (INFO-mode) allows users to consult various kinds
of information, whose main part is the EPG. In this mode the screen does not show
the actual TV program but instead textual information is pre sented according to
speci�c layouts (like a PC screen). The INFO-mode screen is formatted in a way
that it can be easily read from a typical TV watching distance. In both modes
help text is placed on pop-up screens and lasts until an explicit exit command is
received (or disappears after a time out of 5 minutes if no explicit command is
given).

The Figure 2 illustrates an example of multi-modal dialogue.
The RC is useful in cases where the use of the voice is not possible or in very

noisy conditions. The equal treatment of RC commands and voice commands
has been kept to the maximum possible extent; however, most of the times, the
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voice acts as a shortcut for many RC commands (e.g.,Volume halfway instead
of continuously pressing the volume key on the RC until it reaches the desired
level; Goto channel CNNinstead of pressing the number of the channel assigned
to CNN, which the user must remember). At power on, the systemis set to TV-
mode (like a regular TV); TV-mode is a loop where the system waits for a user
command (voice or haptic) and (almost instantaneously) replies silently updating
the receiver accordingly; when in this mode the system behaves like a regular TV,
with a number of more powerful commands, brought in by the voice recognition
(e.g. set volume half-way ); it possible to switch to INFO-mode for consultation
of the list of programs within a range of days.

Within the INFO-mode, a powerful mechanism for browsing information about
the programs is built-in; however the TV keeps on receiving the current channel
and the audio keeps playing; someTV like commands are still available, such
as volume setting and direct access to a channel which bringsthe user back to
TV-mode, aborting the INFO-mode. Like all the lists shown by the system, the
EPG list will always display one and only one item highlighted (with the exception
of the empty list); the highlight bar can be moved across the page using proper
commands. In this way, the user can choose to view the broadcast described by one
item saying phrases likeI want number n (choose the nth item); saying phrases
like I want that one (choose the highlighted item); pressing the numeric button
n on the RC (choose the nth item); pressing theOK button on the RC (choose
the highlighted item). The set of criteria used for EPG browsing are kept for
successive sessions of INFO-mode.

The voice prompts have been limited in length, since most of the output (e.g.
EPG tables) is given visually, via the TV screen. In general,within interaction
loops, a Text-To-Speech (TTS) prompt is played only in the �r st iteration while
in the successive iterations a short jingle will be played. Aset-up command allows
to mute the TTS/jingle output, leaving only the output from t he TV reception.

Barge-in (the interruption of system speech output by a voice command) is not
really necessary within the given dialog design, because most speech outputs are
rather short. Only the help messages are long; they are shownon the screen and
read too, to facilitate the users that prefer to interact wit h the system while they
are doing something else, but it will be possible to avoid playing those messages
choosing theexpert pro�le into the personal settings. Like TV-mode, INFO-mode
is a loop where the system waits for a user command (voice or haptic) and, almost
instantaneously, replies silently updating the screen accordingly; this means that
after the system has shown an initial list of programs the user can repeatedly
request operations upon the visualized list (e.g., change visualization criteria of
change selection criteria). A selection command can besingle-slot (one criterion
at a time) or multi-slot (more criteria at a time); in the latter case, the system
will update the screen only after the complete utterance is recognized. Within the
INFO-mode, both error messages and help messages will appear on a pop up; this
di�ers from the TV-mode where, in order to avoid to interfere with the program's
vision, error messages are shown on the �rst rows of the screen and disappear after
a while; help messages are still displayed as pop-ups, and must be explicitly quit.
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5 Conclusions and Future Work

In this paper we have presented the major objectives of the DICIT project. The
foreseen prototypes of the interactive TV system have been intoduced, describ-
ing in particular the adopted solutions for the high-level layer (the spoken natural
language processing modules). DICIT aims at the exploitability of speech technol-
ogy for broad consumer markets in the near future. Therefore, we expect system
prototypes to be more than just scienti�c proofs of concept demonstrating the
underlying technology. Rather, much emphasis is also put onevaluating usability,
design, and e�ectiveness in parallel to the development of the system. At the
beginning of the project, users' interactive behavior has been analyzed employ-
ing a Wizard-of-Oz paradigm. These explorative studies already provided useful
guidelines for the dialogue design in our prototype systems.

In the future, the prototypes will undergo a thorough evaluation phase in which
subjective and objective usability metrics will be evaluated based on a represen-
tative user sample. We plan to acquire subjective assessments of user satisfaction
with questionnaires covering both general impressions andopinions about speci�c
system features. Objective usability metrics that focus ontask performance will
complement the questionnaires. They comprise general parameters such as task
completion time as well as speech dialogue-speci�c quanti�cations like the number
of turns or corrections, and possibly longitudinal measures such as learning curve
and speech command retention. We will draw upon and possiblyextend existing
evaluation methodologies for (multimodal) speech dialogue systems such as PAR-
ADISE and PROMISE (Walker, 1997; Beringer, 2002). By combining both types
of metrics, we will fathom the degree to which objective metrics are predictive for
subjective usability and thus compile a meaningful set of parameters. A part of
the evaluation is planned to be comparative in order to determine the excess value
of speech over traditional RC input.
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